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Abstract 
 
Workflow applications are frequently used in many production Grids. There is a natural need to run the same workflow 
with many different parameter sets. Unfortunately current Grid portals either do not support this kind of applications 
or give only specialized support and hence users are obliged to do all the tedious work needed to manage such 
parameter study applications. P-GRADE portal has been providing a high-level, graphical workflow development and 
execution environment for various Grids (EGEE, UK NGS, GIN VO, OSG, TeraGrid, etc.) built on second and third 
generation Grid technologies (GT2, LCG-2, GT4, gLite). Feedback from the user communities of the portal showed 
that parameter study support is highly needed and hence the next release of the portal will support the workflow-level 
parameter study applications. The current paper describes the semantics and implementation principles of managing 
and executing workflows as parameter studies. Two algorithms are described in detail. The black box algorithm 
optimizes the usage of storage resources while the PS-labeling algorithm minimizes the load of Grid processing 
resources. Special emphasis is on the concurrent management of large number of files and jobs in the portal and in the 
Grids as well as providing a user-friendly, easy-to-use graphical environment to define the workflows and monitor 
their parametric study execution. 
 
1. Introduction 
 
One of the most promising utilizations of Grid resources comes to life with parameter study (or sometimes 
written as “parametric study” or “parameter sweep”) applications where the same application should be 
executed with a large set of input parameters. Such parameter study applications are easy to implement in 
the Grid since the different executions started with different parameters are completely independent. 
Indeed, there are several projects [1], [2], [3] that demonstrated that parameter study applications are easily 
manageable in the Grid. However, most of these projects tackled only single job based applications. The 
real challenge comes when complex applications consisting of large number of jobs/services connected into 
a workflow should be executed with many different parameter sets. There have been only two projects that 
tried to combine parameter studies with workflow-level support in the Grid. ILab [4], [5], [6] enables the 
user to create a special parameter study oriented workflow. With the help of a sophisticated GUI, the user 
can explicitly define how to distribute and replicate the parameter files in the Grid and how many 
independent jobs are to be launched for each segment of the data files. This approach is very static 
restricting the exploitation of the dynamic nature of Grids that enables the dynamic collection of resources. 
The SEGL [7] approach puts much more emphasis on exploring the dynamic nature of the Grid. They also 
provide a GUI to define the workflows and to hide the low level details of the underlying Grid. The SEGL 
workflow provides tools for several levels of parameterization, repeated processing, data archiving, 
handling conclusions and branches during the processing as well as synchronization of parallel branches 
and processes. The problem with this GUI is that it might be too sophisticated, requiring very large skill 
from the application developer. Furthermore both ILab and SEGL are connected to a particular Grid 
although in case of a parameter study execution there is a large need to exploit as many resources as 
possible even if they should be collected from different Grids. Finally, neither of them can be used as a 
service through a Grid portal.  
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Although our approach to support workflow-level parameter study applications in the Grid has many 
similarities with these two projects, there are significant differences, too. Our main goals are as follows: 
 

1. Keep both the workflow GUI and the parameter study support concept as simple as possible. This 
enables the fast and easy learning of the tool as well as its easy usage.  

2. Enable run any existing workflow with different parameter sets without modifying the structure of 
the workflow. 

3. Manage the execution of the workflows on as many Grid resources as possible. Enable the 
collection of Grid resources from several Grids even if they are based on different Grid 
technology. 

4. Enable the access of the workflow-oriented GUI and the available Grids via a single Grid entry 
point, i.e., via a Grid portal without installing any software on the user’s machine. 

5. Provide a dynamic balance between the usage of processing resources, storage resources and 
network resources. 

 
Clearly, these goals differ from the main concept of the above mentioned two projects. The last goal can be 
found in several other parameter study projects that aim at the support of parameter study applications at 
the individual job level. In case of Nimrod/G [3] and Apples/APST [8] the main emphasis is on scheduling 
and hence in these projects the fifth goal of our project is dominant. In Nimrod even an economic model is 
considered during resource scheduling. 
 
The starting point for our project was the P-GRADE Grid portal [9] that provides a workflow-oriented GUI 
as well as workflow-level interoperability between various Grids even if they are built on different Grid 
technologies. This means that the same portal can be connected to several different Grids and the portal 
manages the workflow execution among these Grids according to the users’ requirement [10]. The portal 
even enables the parallel exploitation of the connected Grids, i.e., different jobs of the same workflow can 
simultaneously be executed on Grid resources taken from different Grids. Such a multi-Grid workflow 
execution mechanism is a unique feature of the P-GRADE portal that is now widely used for many 
different Grids (SEE-GRID, VOCE, EGrid, HunGrid, CroGrid, GILDA, etc.). Besides LCG-2 and gLite 
based production Grids the portal is successfully used as service for the GT2 based UK National Grid 
Service (NGS) and it was also successfully connected to the GT4 based Westfocus Grid (UK). Recently the 
GIN (Grid Interoperation/Interoperability Now) VO of OGF is supported by the portal enabling the 
simultaneous access to all of its resources coming from different Grids. This portal is also connected to US 
OSG and TeraGrid, UK NGS, UK WestFocus Grid, EGEE Grids and hence via this portal all the major 
Grids of the US and Europe can be accessed even from the same workflow. 
 
Experiences of the portal revealed that many applications require not only the single execution of a 
workflow rather they seek for parameter study support to execute an existing workflow application with 
many different parameter sets. Therefore, our motivation was to extend the existing single workflow 
support of the portal towards a generic workflow-level parameter study execution support. Such support 
should enable the automatic starting, execution, monitoring and visualization of all the workflows 
belonging to the same parameter study. Of course the same way as in the case of the single workflow 
management environment the users should neither know any details of the underlying Grids nor insist on 
any particular programming language. Even legacy codes can be used as services in the workflows if the 
portal is integrated with the GEMLCA legacy code architecture service [11]. 
 
In order to reach the five main goals mentioned above we have developed two algorithms to manage 
workflow-level parameter studies across multiple Grids. The first algorithm is based on the “black box” 
concept that minimizes the required storage resources of the portal but results in superfluous job executions 
in many cases. The second algorithm, called as the PS-labeling algorithm minimizes the usage of 
processing resources of the Grids but increases the storage needs of the portal. They represent two extreme 
points in the scale of possible execution management algorithms. The algorithms should be mixed 
according to a dynamic and adaptive scheduling algorithm that is the subject of our future research. 
 
The paper first introduces the workflow concept of P-GRADE portal in Section 2. The next section 
explains the “black box” execution semantics and its portal support both at the user interface and the portal 



workflow manager level. Section 4 introduces the PS-labeling algorithm and compares it with the “black 
box” execution mechanism. Section 5 summarizes the various problems that should be tackled in a 
parameter study environment (resilience, multi-Grid execution, large number of processes and workflows, 
dynamic changing of input parameter set, etc.). Finally, Section 6 compares our research with related ones. 
 
2. The workflow concept of P-GRADE portal 
 
When designing and implementing P-GRADE portal, we focused on the following basic principles. 
 
Simplicity and expressiveness of the user interface 
P-GRADE portal provides a graphical editor to develop workflow applications. The workflow graph is a 
simple DAG (Directed Acyclic Graph) where nodes of the graph are either jobs (sequential, MPI or PVM) 
or legacy code services (if GEMLCA is integrated with the portal). For each node input and output ports 
can be defined. Input ports represent the input files to be used by the node and output ports represent output 
files to be generated by the node. Input and output ports can be connected by directed arcs (from the input 
to the output port). The arcs represent the necessary file transfer between the two connected nodes. Indeed, 
the portal run-time system automatically takes care of these predefined file transfers, so the user is 
completely released of transferring files among jobs during the workflow execution. A node can be 
executed if all the input arcs have received the necessary input files. This very simple dataflow semantics 
enable the parallel execution of those nodes that are simultaneously supplied with the required input files. 
Notice that based on this semantics the user can easily achieve two-level parallelism. The first level is 
among nodes of parallel branches of the workflow (inter-node parallelism), the second level is within a 
node if the job executable defined for the node is a parallel code (MPI or PVM). This second level is called 
intra-node parallelism. To keep the concept as simple as possible neither if-then-else nor loop constructs 
are provided in the graph. (However, based on the existing graph facilities, the user can easily create if-
then-else graph templates [12]). 
 
In order to illustrate the graphical workflow concept of P-GRADE portal Figure 1 shows a simple example 
workflow that is used for solving the Ax = B equation where A is a matrix, B and X are vectors. The 
application consists of 5 jobs (all of them having sequential executable code). The first job called as 
“Separator” accepts the A and B matrices as input parameters on its input port, separates them and then 
copies A to jobs “Invert_A” and “A_mul_X”, and copies B to “Multip_B” and “Subtr-B”. The job 
“Invert_A” creates the invert matrix of A that is multiplied by B in job “Multip_B”. The output of 
“Multip_B” is the searched X vector. The next two jobs are used to check the quality of the result. 
 

 
Figure 1 Workflow for Computing the Ax=B equation 

 



Exploiting the available services of existing Grids 
Instead of developing a new kind of middleware as it has been done in several other parameter study 
related Grid projects [3], [8] our aim was to exploit the available services of existing production Grids. For 
this reason we have not developed our own enactment service rather we use Condor DAGMan [13]. If there 
are alternative services, we use them in order to ensure Grid interoperability through the portal. For 
example, the portal can access, process and visualize the information in both MDS and BDII type 
information systems. However, the portal should work even if a specific service is not available. For 
example, the portal can exploit the EGEE broker services to assign jobs to Grid resources but it also can 
manage GT2 Grids where such broker does not exist (e.g. the UK NGS). In the former case the portal 
automatically generates a default JDL file based on the user created workflow definition and enables the 
user to tune this JDL file with additional visual editing. In the latter case, the portal enables the user 
explicitly assigning jobs to Grid resources. In both cases, first the user should select the Grid where the job 
should be executed. For different jobs of the workflow the user can select different Grids either with broker 
or without broker. 
 
Tailoring the Grids to user needs 
The portal administrator can connect the portal to several Grids. The portal maintains a list of connected 
Grids common for every users. This list cannot be modified by the users only by the portal administrator. 
For each connected Grid a list of available resources is provided for every single user. The content of these 
Grid resource lists can be modified by the user. Grids usually have many unreliable sites and the user can 
remove from his Grid resource list those sites that he identifies as unreliable ones. On the way round, if he 
knows some extra sites not shown by the Grid resource list he can easily add those sites to his own Grid 
resource list. If later the user would like to assign a job to a Grid resource, the portal offers the available 
Grid resources according to these Grid resource lists.  
 
Flexibility, expandability, standardization 
In order to provide a flexible, easy to expand and standard portal we selected the Gridsphere portal 
framework technology [14] and used it to build our portal. Gridsphere is used by a large community 
enabling the exchange of available portlets that are written according to the Gridsphere standard. It also 
enables the easy tailoring of the portal to specific user needs. Our aim with the P-GRADE portal was to 
create a workflow-level core portal that can easily be extended and adapted for different user communities’ 
needs. 
 
3. The “black box” execution semantics of workflow-level parameter study execution 
 
The simplest approach of supporting parameter studies at the workflow level is based on the “black box” 
execution semantics. It means that we consider a workflow as a black box that should be executed with 
many different parameter sets. These parameter sets are placed on the so-called PS input ports of the 
workflow. An input port is called PS input port if a set of parameter files can be received on that port. If a 
workflow has one such PS input port, it should be executed as many times as many elements are in the 
parameter file set of that port. If there are several PS input ports, the workflow should be executed 
according to the cross-product of these input sets. From now on we say that a workflow (WF) which has 
got at least one PS input port is called a PS workflow (PS-WF). 
 
The concept of the workflow-level PS support based on the “black box” execution semantics is illustrated 
in Figure 2. The original WF consisting of 4 jobs is considered as a black box that have two input ports 
capable of accepting inputs from the outside world. On both inputs the user can provide several input sets 
and the workflow should be executed with the cross-product of these input sets. Figure 2 shows a case 
when Input port 0 accepts an input set with two elements (value 1 and 2) and Input port 1 accepts an input 
set with three elements (value 3, 4 and 5). Therefore, the workflow should be executed six times as shown 
in Figure 2.  
 
In order to manage the execution of workflows according to the “black box” execution semantics the 
workflow manager of the portal was extended in the following way. Let 
 
 M = N1 x N2 x…x Nm 



where m is the number of PS input ports and Ni denotes the number of input files on the i-th PS input port. 
At run-time the portal PS-WF manager generates M executable workflows (e-WFs) from the original PS-
WF. Every e-WF is labeled by m labels: 
 
 1 - n1, 2 - n2 ,  … m - nm 
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Figure 2. Concept of “black box” execution semantics 

 



Where the internal structure of labeli is: 
 i - ni 
 
where i identifies the i-th input PS port and ni represents the ordering number of the input file taken from 
the i-th PS port in the identified execution instance:  

0 ≤ ni < Ni 
 
Figure 2 also shows these labels for each of the 6 execution instances. This labeling scheme identifies for 
the PS-WF manager which input file to take from the different PS input ports in the case of different 
execution instances (e-WFs). It also helps in identifying the output files generated at the output ports. Every 
output file is labeled with the label of the e-WF that generated it. Notice that output files can be local and 
remote. Remote output files are always permanent and once they are produced by an e-WF they can be 
immediately read by the user. This enables the user to study the partial results even if an e-WF is not 
completed. Local output files can be permanent or volatile. Permanent means that the user would like to get 
access to this output file only when the whole e-WF execution has been completed. These partial results are 
collected and stored by the portal meanwhile the e-WF runs. When the e-WF is completed these files are 
zipped (together with the standard output and error logs) and placed by the portal to a Grid storage resource 
that was defined by the user. These local permanent files should be typically small files and collecting and 
storing them by the portal the number of access to Grid storage resources can be significantly reduced 
resulting in the reduction of the overall execution time. Finally, local volatile files represent temporary 
partial results. As they are consumed by the connected job(s) they can be removed from the portal. This is 
important from the point of view of reducing the load of the portal storage resources. 
 
Developing and running PS-WF applications according to the “black box” execution semantics require 
three main steps. The first step is the development of the WF application that the user would like to run as a 
PS-WF application. The development process of a WF application has been described in previous 
publications [9] as well as in the User’s Manual [15] of the current service portals and hence we do not 
describe it in this paper. The basics concepts are summarized in Section 2. The second step is the 
transformation of the WF into a PS-WF. Finally, the third step includes the submission of the PS-WF 
application to the Grid and monitoring the execution of the PS-WF application. Consequently, the PS-WF 
user interface has two major parts: 
 

1. Definition of PS-WF graphs 
2. Monitoring the PS-WF graph execution 

 
3.1 PS-WF graph definition 
 
In order to turn a WF application into a PS-WF application the graphical Workflow Editor (WE) of the 
portal was slightly extended. The user can open the existing WF by the WE and can turn any of the existing 
input port into a PS input port. In order to illustrate the process we use the same Ax_EQUAL_B workflow 
application that was shown in Section 2. The task is to modify this WF in order to solve the equation for a 
set of A and B parameters. Figure 3 shows how to turn the input port of the Separator job into a PS port. 
Notice the difference between the input port and PS input port definition. In case of a normal input port a 
file is associated with the port. This file can be either local (originating from the user’s machine and part of 
the input sandbox) or remote (placed in a storage resource of the Grid). In case of a PS port (Figure 3) a 
directory is associated with the port. This directory always should be placed in a storage resource of the 
Grid. The user should place the series of input files into this directory that must not contain any other file. 
Currently, the portal does not provide any portlet to support the placing of the input files in to the selected 
Grid storage resource. The user should use the command line interface of the actual Grid. E.g., in EGEE 
Grids, there are file catalog related commands by which the user can place the files in such a directory.  
 
After defining the PS input ports the user should identify the Grid and its storage resource where the local 
permanent files should be stored at the end of each e-WF execution. As a summary we can say that turning 
an existing WF into a PS-WF is an extremely easy task. Simply turn some of the input ports to PS input 
ports and define the target Grid storage resource for the local permanent files. This was exactly our aim: to 
simplify for the user the process of utilizing existing workflows and run them as parameter studies. 



 

 
Figure 3 Definition of a PS input port 

 
3.2 Monitoring the PS-WF graph execution 
 
Even monitoring a single job is important for the user not mentioning when he runs thousands of jobs as 
part of a PS-WF execution. The challenge here is how to visualize the execution status of thousands of e-
WFs and jobs in an easily understandable and manageable way. Again the monitoring of a single WF as it 
was managed by the portal was a good starting point. It was only slightly extended and yet it can help to 
monitor all the e-WFs and all their jobs in an efficient way. The ordinary WFs of a user are listed by the 
portal under the Workflow Manager window. Here the user can submit the WF, attach the WF to the 
Workflow Editor to see the graphical view of the WF, and delete the WF. Moreover, the “Details” button 
enables the user to see the details of the WF, i.e., to see the component jobs and their assignment to Grid 
resources. The PS-WFs are listed in the Workflow Manager window in the same way as the WFs. The only 
difference is that the PS-WFs have a “PS Details” button to show their internal details. Figure 4 shows a 
snapshot of the Workflow Manager window where the original “Ax_EQUAL_B_seegrid_broker” WF and 
its PS-WF version (“Ax_EQUAL_B_PS”) are listed before submitting the PS-WF. 
 

 
Figure 4 Workflow Manager before submit the PS-WF 

 



Once the user submits the PS-WF (simply clicking on the corresponding “Submit” button), the portal 
workflow manager (WM) creates all the e-WFs that are defined by the cross-product of the PS input ports’ 
file sets. Then WM submits simultaneously as many e-WFs as many are permitted by the portal 
administrator. In principle all the e-WFs could be submitted into the Grid. However, every e-WF 
submission requires a significant resource set both from the portal server and from the underlying Grid. In 
order to prevent the flooding of the portal and the Grid by the e-WFs and jobs of a single user, the portal 
administrator can restrict the number of e-WFs that can simultaneously be submitted to the Grid. After the 
PS-WF submission using the PS Details button the user can see the statistics of the e-WFs: how many were 
initiated, submitted, finished and how many went on Rescue or Error. Figure 5 shows the situation where 
the “Ax_EQUAL_B_PS” PS-WF was submitted with 6 input parameter sets. As a result 6 e-WFs were 
generated by the portal. 2 of them already finished, 3 submitted and one still in init state, i.e. waiting for 
submission. The figure also shows that any submitted e-WF can be viewed in detail by using the “Details” 
button. Clicking there the detailed view of the e-WF shows the component jobs of the e-WF, their Grid 
resource assignment and their status. Notice that any e-WF can be aborted. It kills the selected e-WF but 
the other e-WFs can continue their activity. Figure 5 also reveals that those e-WFs that are finished cannot 
be viewed in the PS Workflow Details window. Their results (including every stdout and stderr files) are 
already stored in the defined Grid storage resource so the user can check those files there.  
 

 
Figure 5 Detailed monitoring view of a PS-WF’s execution 

 
4. PS-labeling algorithm 
 
Although the “black box” execution semantics is easy to understand and apply unfortunately, it is not 
optimal execution semantics. In the case of the example shown in Figure 2 the whole PS-WF as a black box 
should be executed 2x3=6 times, i.e., all the jobs of the PS-WF will be executed 6 times. However, 
analyzing the PS-WF it quickly turns out that it is enough to execute job3 and job5 with the two input 
values of PS input port 0. Job4 and Job6 indeed should be executed with the cross-product of the two PS 
input ports, i.e. 6 times. This example shows that the “black box” execution semantics results in a 
redundant execution that is not tolerable if the number of files on the PS input ports are in the range of 
hundreds and thousands as it frequently happens during large-scale scientific simulations. 
 
In order to be able to solve the problem illustrated by Figure 2 we have to modify the “black box” 
execution mechanism. The new method is based on the “black box” approach in the sense that the user 
should not have to modify anything related to an existing WF, except for simply turning the required input 
ports into PS input ports. Once this is done the portal will handle the WF as a PS-WF and provides a unique 
natural number as PS port identifier for the PS input ports. Of course, the user should place the necessary 
number of input files for every PS input port. Based on the PS port identifier and the number of input files 
placed on the PS ports, the portal can identify for each node of the PS-WF graph the optimal execution 



number. This is done by the PS-labeling algorithm run by the workflow manager of the portal. The PS-
labeling algorithm has two phases: 
 

- Preparation phase 
- Execution phase 

 
Preparation phase 
 
The preparation phase is executed by the workflow manager before submitting a PS-WF. Starting from 
each node having a PS input port represented by the label i-Ni (where i denotes a unique natural number 
index of the PS port and Ni denotes the number of input files belonging to this port) the algorithms extends 
the current label of all dependent nodes by i-Ni. (A node j is dependent from node i, if there is a directed 
path of arcs starting from node i and ending at node j.)  
 
At the end of the algorithm every node is either without any label or labeled with a series of labels: 
 

label1, label2, … labeln 
 
The former case means that the node does not depend on any PS input ports and hence it should be 
executed only once. The latter case means that the node was on at least n paths that are rooted from n 
different input PS ports’ node. Overall such a node should be executed  
 
 N1 x N2 x…x Nn 
 
times as the cross-product of the initial input file sets. This label set is extended to be a full label set for 
every node. A full label set is an ordered set of the Ni values, i.e., on position i there is the value of Ni. If 
there was no label for position j (PS port j) in the generated label set, then an empty position is placed here. 
The full label set for a given node shows those PS input ports that have impact on this node and for such PS 
ports it gives the number of input files demonstrating the strength of this impact. Example: let us suppose 
that M=4, N0= 4, N1=3, N2=5 and N3=2 and the generated label set for node A dependent on PS port 1 and 
PS port 3 is: 1-3, 3-2. Then the full label set for A will be: {_, 3, _, 2}.  
 
After completing the labeling, for each node a power set of the full label set is generated. For node A in the 
example above the power set will look like:  
 

{_,1,_,1;   _,1,_,2;   _,2,_,1;   _,2,_2;   _,3,_,1;   _,3,_,2 } 
 
Execution phase 
 
After completing the preparation phase, the workflow manager begins to generate and submit the e-WFs 
labeled as  
 
 n1, n2 ,  … nm 
 
where i identifies the i-th input PS port and ni represent the ordering number of the input file taken from the 
i-th PS port in the identified execution instance:  
 

0 ≤ ni < Ni 
 
During the e-WF execution the workflow manager tries to substitute the execution of the node by the file(s) 
resulting from a previous run of the node. First the e-WF label is matched with the power set of the nodes 
of the PS-WF. If there is no power set of a node it means that it has to be executed only once and marked as 
executed for later e-WFs. If a node has a power set and the matching element is marked for the node, then 
this node was already executed and therefore the workflow manager does not submit the job (node) again, 
rather immediately provides those output files that were generated by this node during the marked run. If 
the matching element is not marked for a node, then this node should be executed. After executing the node 



its matching element is marked and the result output files are stored either in a Grid storage resource if they 
were defined as remote files or inside the portal if they were defined as local files. 
 
To illustrate the algorithm let us take the example shown at the preparation phase (M=4, N0= 4, N1=3, N2=5 
and N3=2) and consider the e-WF with label “3,2,4,1”. If node A has the power set {_,1,_,1;   _,1,_,2;   
_,2,_,1;   _,2,_2;   _,3,_,1;   _,3,_,2 } and the matching element _,2,_,1 is not marked yet, the job or service 
belonging to node A should be executed. Once it is executed the matching element _,2,_,1 should be 
marked. If later another e-WF for example with label “1,2,3,1” is to be executed, then the workflow 
manager will recognize that the matching element _,2,_,1 is already marked and hence node A must not be 
executed again. 
 
Notice that the price for this optimized usage of processing resources is to increase the storage capacity 
requirements of the portal server. There are three types of files handled by the portal in the PS-WF: 
 

1. Local volatile files: During normal WF execution these files are immediately removed from the 
portal when they are consumed by their connected input ports. The same is true in case of the 
black box PS-WF algorithm. However, in the PS-labeling PS-WF execution algorithm they should 
be stored in the portal in order to substitute by them the re-execution of their producer node. They 
should be stored as long as there is an e-WF that have not completed yet and must use these files. 

2. Local permanent files: During normal WF execution these files are stored in the portal and 
delivered to the user after completing the WF execution. In case of the black box PS-WF 
algorithm they must be stored until the corresponding e-WF is not completed yet. After that they 
can be removed without waiting the completion of other e-WFs. In case of the PS-labeling PS-WF 
algorithm they must be stored as long as there is an e-WF that have not been completed yet and 
must use these files. So their average storing time is much longer than in case of the black box PS-
WF algorithm. 

3. Remote output files: They should be stored in Grid storage resources and hence these files do not 
increase the storage requirements of the portal either in the case of the black box or the PS-
labeling algorithm. 

 
As a conclusion we can say that the more internal output files are defined as remote files the less storage 
price we have to pay for the optimized usage of processing resources. Since remote files also help in on-
line checking and monitoring the execution of PS-WFs, it is recommended to use remote files instead of 
local files in case of PS-WFs. On the other hand remote files restrict the distribution of the execution of PS-
WF nodes in different Grids. Usually, a node should be executed in the same Grid where the associated 
input/output remote file is stored. However, since local files are stored on the portal their processing PS-
WF nodes can be assigned to any Grid connected to the portal (provided that the user has certificate and 
VO membership for the given Grid and VO). Therefore if a user would like to exploit many Grids for the 
execution of a PS-WF it is recommended to use local files instead of remote files. In this case the choice of 
Grids and Grid resources can be done on-the-fly by the portal provided that it is supported by a meta-
broker. To develop the optimal Grid selection algorithm and developing a meta-broker is the subject of 
future research [16]. 
 
Notice that from the user interface point of view the PS-labeling PS-WF execution does not differ in any 
way from the black box PS-WF execution. Therefore it is the task of the portal to decide which algorithm is 
to be used for a given PS-WF. Such decision will be the subject of future research. The decision algorithm 
can be even more fine-grain, i.e., the portal could dynamically change the applied PS-WF execution 
algorithm node by node according to the size of the generated output files and the execution time of the 
different nodes. For example, if a node runs very quickly but generates a large local file, it would be better 
to execute it according to the black box algorithm. 
 
5. Further aspects of PS-WF execution 
 
Fault-tolerance in case of PS-WF execution has an outstanding importance since a PS-WF typically uses 
many Grid resources for a long period of time in order to execute all the e-WFs derived from the PS-WF. 
The fault tolerant execution of PS-WF can be supported in many ways by the portal. First of all, any job of 



the PS-WF that is assigned to a Grid broker will be resubmitted if the broker rejects its execution on a 
selected Grid site. If a WF node is assigned by the user to a dedicated Grid resource and that resource is 
failed or after three attempts the Grid broker still fails to run a node, the particular node and e-WF will have 
a RESCUE status and the portal sends an e-mail message to the user (if the user requested it). The e-WF 
will go into rescue mode according to the Condor DAGMan control. The user can re-assign the failed node 
and resume the execution of the e-WF from the rescue state. 
 
Sending e-mail to the user has a great importance since a PS-WF application can run for days or even for 
weeks and the user does not want to pay continuous attention to the execution status. However, there are 
situations where the user’s intervention is needed for the portal or the user is interested in accessing the 
partial results of the execution. The user can define such situations for the portal and whenever such a pre-
defined situation occurs the portal sends an e-mail to the user. One such situation is when a job failed and 
its e-WF turned into rescue state. Another important situation is when the user’s certificate is getting close 
to the expiration. The user can ask for e-mails after completing every e-WFs or completing the whole PS-
WF. 
 
A portal can be used by many users and many of them can submit PS-WFs. This can result in an overload 
of either the portal or the connected Grid or both. In order to avoid such harmful situation, the portal 
administrator can set up certain limits for the number of workflows that can be submitted by a single user. 
If this number N is less than the number of generated e-WFs of a submitted PS-WF (M), then the portal 
simultaneously submits N e-WFs out of the potential M generated e-WFs. Whenever an e-WF is finished 
the portal submit another e-WF until all the M e-WFs are submitted. However, this restriction does not 
protect other portal users. In order to evenly distribute the portal and Grid resources among the different 
users, the portal administrator can also set up a certain limit for the number of jobs that can simultaneously 
be submitted by the portal into the Grid. This limit is applied for all the users of the portal and hence the 
portal tries to equally distribute the available job submissions among the actual users of the portal.  
 
P-GRADE portal is a multi-Grid portal as it was explained in the Introduction. As such it can distribute e-
WFs for all the connected Grids. The question is how to select the right Grid and the best performing Grid 
resource for a given e-WF or for a given node of an e-WF. The current solution is largely controlled by the 
user. He can directly assign a node to a certain Grid and Grid resource in the original WF. In this case all 
the e-WFs generated from the PS-WF created from this WF will assign the job to this Grid site. This 
solution must be used in Grids where broker is not available. Allocating different Grids and different 
resources in the selected Grids the user can achieve a static distribution of e-WF nodes among the 
connected Grids. The situation can be improved by assigning nodes to brokers in Grids where brokers are 
available. In this case the user statically defines in advance which Grid to be used for the execution of a 
node but gives the freedom to the Grid broker to assign dynamically the node within that particular Grid. 
Assigning nodes to different Grids and particularly to different Grid brokers will result in a static or semi-
dynamic distributed processing of the e-WFs among the connected Grids and among the Grid sites of those 
Grids. A fully dynamic solution could be reached if a Grid meta-broker was available that can dynamically 
select Grids. Currently we are engaged in research to define and create such a Grid meta-broker [16]. 
 
Users of long running PS-WFs would like to dynamically access the partial results generated by the e-WFs 
and modify the input data sets according to the partial results. P-GRADE portal enables this dynamic 
change of input data sets. First of all, the user can check any remote output file as soon as the status of the 
job generating it became finished. If the user decides to modify the input data sets he can suspend the 
execution of the PS-WF. In this case all the already submitted e-WFs go into rescue state and the user can 
modify any input data. After modifying the input data set the user can make the suspended e-WFs resume 
their work utilizing the rescue mechanism of Condor DAGMan. Using the same mechanism even the graph 
structure could be modified by the user. This facility is not implemented yet and it requires further research 
to solve the consistency of all the e-WFs even if the PS-WF has been changed. 
 
6. Related research 
 
There are two main streams of research directions that have strong relationship with our work. Research on 
scientific workflows in Grid environments is an exciting and richly investigated subject. A good survey in 



this field has been written by Yu and Buyya [17] and a whole special issue was recently devoted to this 
subject in Journal of Grid Computing [18]. These papers clearly show that meanwhile significant efforts are 
made to increase the usability of scientific workflows in Grid environment from many aspects (workflow 
composition, scheduling, performance estimation, fault-tolerance, etc.) there was little work on how to 
define and manage parameter studies at the workflow level. 
 
The second main direction relevant to our investigation is the research on parameter studies. Some of the 
existing tools like Condor [1], UNICORE [19] or AppLeS (Application-Level scheduler) [2] can be used to 
launch pre-existing parameter studies within distributed resources. There are several important projects 
specifically aiming at the realization of parameter studies in Grid environments but most of them consider 
only individual jobs and not workflows [3], [8], [20], [21]. Usually, their main concern is the scheduling 
aspects of jobs in Grids although, [21] concentrates on data management. In many cases they define 
specialized middleware in order to optimize the scheduling [8] or introduce new scheduling concepts [3]. A 
good comparison of several of these tools and projects can be found in [22]. 
 
There are very few projects that deal with the integration of parameter study and workflow research. 
VisPortal [23] supports workflow-level parameter study applications but it is not a general purpose portal 
rather a specialized one to support only rendering applications. It was based on the Grid Portal 
Development Toolkit that is the predecessor of GridSphere used for building P-GRADE portal. ILab [4] 
and SEGL [7] are two main projects that provide a graphical workflow concept particularly tailored to 
support large parameter study applications. Notice that their goal is different from our goal. They want to 
support the parameter study applications by a workflow whose components are used to specify the next 
stage of parameter study processing activity. As a result their workflow is much more sophisticated than the 
P-GRADE workflow and its creation requires much more skill. Our goal was that existing DAG workflows 
should be enabled to be executed as parameter studies simultaneously exploiting as many Grids and Grid 
resources as possible. 
 
Conclusions 
 
The workflow concept of P-GRADE portal was very successful and popular among Grid users because its 
simplicity and expressiveness. Developing and monitoring Grid applications based on the workflow 
concept of the portal is extremely easy. Due to these advantages it was asked to set up for many different 
Grids (OGF GIN VO, EGRID, SwissGrid, Turkish Grid, BalticGrid, BioInfoGrid, CroGrid, Bulgarian 
Grid, Macedon Grid, etc.) meanwhile it runs as official portal of several Grids (SEE-GRID, HunGrid, 
VOCE) and serves other Grids as volunteer service (UK NGS, GILDA, etc.). The feedback from the users 
made it clear that they want a parameter study support at the workflow level but in a way that keeps the 
simplicity and expressiveness of the original workflow concept. Based on their request we have extended 
the portal with the workflow-level parameter study support. The new version of the portal has been 
prototyped and was publicly demonstrated at the EGEE conference in September 2006. The new version of 
the portal (version 2.5) that gives service quality full support for the workflow-level parameter study will 
be released in November 2006. 
 
We have described two algorithms for executing PS-WFs in a multi-Grid environment. The black box 
algorithm gives an optimal solution concerning the utilization of storage resources while the PS-labeling 
algorithm optimizes the utilization of processing resources. Further research is required to create a dynamic 
and adaptive integration of the two methods where the portal can dynamically decide which method to be 
used for a particular node of the PS-WF graph. The current execution method of PS-WFs enables the static 
distribution of nodes between different Grids and different Grid resources if brokers are not available in the 
connected Grids. If brokers are available Grid resources can be assigned dynamically but the Grid 
assignment is still static. To provide a fully dynamic allocation of Grids and Grid resources a meta-broker 
should be developed and connected to the portal and to the Grids. The development of such a broker is 
subject of further research in the framework of the EU CoreGrid project. 
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